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Abstract—Machine learning algorithms can be viewed as
stochastic transformations that map training data to hypotheses.
Following Bousquet and Elisseeff, we say that such an algorithm
is stable if its output does not depend too much on any individual
training example. Since stability is closely connected to gener-
alization capabilities of learning algorithms, it is of theoretical
and practical interest to obtain sharp quantitative estimates on
the generalization bias of machine learning algorithms in terms
of their stability properties. We propose several information-
theoretic measures of algorithmic stability and use them to
upper-bound the generalization bias of learning algorithms.
Our framework is complementary to the information-theoretic
methodology developed recently by Russo and Zou.

I. INTRODUCTION

Machine learning algorithms can be viewed as stochastic
transformations that map training data to hypotheses. To
ascertain the quality of the resulting hypothesis, one should
ideally evaluate its predictive power on a “fresh” independent
dataset. In practice, this rarely happens. In the era of “small
datasets,” such a procedure would have been deemed wasteful,
while nowadays the practitioners test many hypotheses and tune
many parameters on the same dataset. One may ask whether
the quality of the hypothesis can be estimated simply via the
“resubstitution” estimate (that is, its empirical performance
on the same dataset) or via some other statistic, such as the
“leave-one-out” estimate. Algorithmic stability, which pertains
to sensitivity of learning algorithms to local modifications of
the training dataset, was introduced in the 1970’s by Devroye
and Wagner [1] and Rogers and Wagner [2] as a tool for
proving bounds on the error of these estimates, and studied,
more recently, by Kearns and Ron [3], Bousquet and Elisseeff
[4], Poggio et al [5], and Shalev-Shwartz et al [6]. Kutin and
Niyogi [7] provided a taxonomy of at least twelve (!) different
notions of stability, and [8] studied another handful.

Recently, the interest in stability was renewed through
the work on differential privacy [9], which quantifies the
sensitivity of the distribution of the algorithm’s output to the
data, and can therefore be viewed as a form of algorithmic
stability. Once the connection to generalization bounds was
established, it was used to study adaptive methods that choose
hypotheses by interacting with the data in multiple rounds
[10]. The stability notion defined through differential privacy
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is inherently information-theoretic, as it imposes limits on
the amount of information the algorithm can glean from the
observed data. Moreover, differential privacy behaves nicely
under composition of algorithms [11], [12], which makes it
particularly amenable to information-theoretic analysis.

In this paper, we present and analyze several new information-
theoretic definitions of stability, which capture the idea that
the output of a stable learning algorithm cannot depend “too
much” on any particular example from the training dataset.
These new notions of stability are weaker (i.e., less restrictive)
than differential privacy. We also present a stronger notion of
stability based on the theory of optimal transportation [13],
which can be related to information-theoretic stability via
transportation-information inequalities. We omit some of the
proofs due to space constraints.
Information-theoretic background. The relative entropy be-
tween two probability measures µ and ⌫ on a common
measurable space (⌦,F) is given by

D(µk⌫) ,

8
<

:
Eµ


log

dµ

d⌫

�
, if µ ⌧ ⌫

+1, otherwise
.

Here and in the sequel, we work with natural logarithms. The
total variation distance between µ and ⌫ is defined as

dTV(µ, ⌫) , sup

E2F
|µ(E)� ⌫(E)|,

where the supremum is over all measurable subsets of ⌦.
If (U, V ) is a random couple with joint probability law
PUV , the mutual information between U and V is defined
as I(U ;V ) , D(PUV kPU ⌦ PV ). The conditional mutual
information between U and V given a third random element
Z jointly distributed with (U, V ) is defined as

I(U ;V |Z) ,
Z

PZ(dz)D(PUV |Z=zkPU |Z=z ⌦ PV |Z=z).

If we use the total variation distance instead of the relative en-
tropy, we obtain the T -information T (U ;V ) , dTV(PUV , PU⌦
PV ) (see, e.g., [14]) and the conditional T -information

T (U ;V |Z) ,
Z

PZ(dz)dTV(PUV |Z=z, PU |Z=z ⌦ PV |Z=z).

II. LEARNING ALGORITHMS AND STABILITY

In the standard framework of statistical learning theory,
we have an instance space Z, a hypothesis space W, and a
nonnegative loss function ` : W ⇥ Z ! R+. We are given a
training sample of size n, i.e., an n-tuple S = (Z1, . . . , Zn)
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of i.i.d. random elements of Z, where µ = L(Z1) is unknown.
The expected risk of a hypothesis w 2 W on µ is given by

Lµ(w) ,
Z

Z

`(w, z)µ(dz).

A (possibly randomized) learning algorithm is a Markov kernel
A that maps the training data S to a random element W of
W, where the objective is to ensure a small value of Lµ(W ).
Since the data-generating distribution µ is unknown, we cannot
compute Lµ(W ), and instead use the empirical loss

LS(W ) , 1

n

nX

i=1

`(W,Zi)

as a proxy. The generalization error of A is the difference
LS(W )�Lµ(W ), and we are interested in its expected value:

gen(µ,A) , E [LS(W )� Lµ(W )] ,

where the expectation is w.r.t. the joint probability law P ,
µ⌦n⌦A of the training data S and the algorithm’s output W .

It turns out that the magnitude of gen(µ,A) is determined by
the stability properties of A, i.e., by the variability of the output
of A relative to local modifications of the training sample S.
Our aim is to quantify this variability in information-theoretic
terms. Let As denote the probability distribution of the output
of A in response to a deterministic s = (z1, . . . , zn) 2 Zn.
Then the conditional distribution of W given S = s is equal to
PW |S=s(·) = As(·), regardless of µ. For s 2 Zn and i 2 [n],
let s�i , (z1, . . . , zi�1, zi+1, . . . , zn) denote the (n�1)-tuple
obtained by deleting zi from s. The conditional distribution of
W given S�i

= s�i takes the form

PW |S�i=s�i
(·) =

Z

Z

µ(dzi)A(z1,...,zi,...,zn)(·); (1)

unlike PW |S=s, this conditional distribution is determined by
both µ and A. We put forward the following definition:

Definition 1. Given the data-generating distribution µ, we say
that a learning algorithm A is (", µ)-stable in total variation if

1

n

nX

i=1

T (W ;Zi|S�i
)  ", (2)

and (", µ)-stable in mutual information if

1

n

nX

i=1

I(W ;Zi|S�i
)  ", (3)

where all expectations are w.r.t. P. We say that A is "-stable
(in total variation or in mutual information) if it is (", µ)-stable
in the appropriate sense for every µ.

These two notions of stability are related:

Lemma 1. Consider a learning algorithm A and a data-
generating distribution µ.

1) If A is (", µ)-stable in mutual information, then it is
(

p
"/2, µ)-stable in total variation.

2) If A is (", µ)-stable in total variation with "  1/4 and
the hypothesis class W is finite, i.e., card(W) < 1, then
A is (" log(card(W)/"), µ)-stable in mutual information.

The next lemma gives a sufficient condition for stability by
comparing the distributions As and As0 for any two training
sets that differ in one instance:

Lemma 2. A learning algorithm A is "-stable in mutual
information if D(AskAs0)  " and in total variation if
dTV(As, As0)  " for all s, s0 2 Zn with

dH(s, s
0
) ,

nX

i=1

1{zi 6= z0i}  1,

where dH(·, ·) is the Hamming distance on Zn.

Remark 1. Note that the sufficient conditions of Lemma 2 are
distribution-free; that is, they do not involve µ. These notions
of stability were introduced recently by Bassily et al. [15]
under the names of KL- and TV-stability.

The above information-theoretic notions of stability may be
too weak in certain settings. For example, consider the simple
setting of estimating the unknown mean of µ under the squared
error criterion: suppose Z = W = [0, 1] and `(w, z) = (w�z)2.
Then the empirical risk minimization (ERM) algorithm

W = argmin

w2W

1

n

nX

i=1

(w � Zi)
2
=

1

n

nX

i=1

Zi

is stable in the usual sense that changing only one of the Zi’s
will change W by at most 1/n [4], [6], [8]. On the other
hand, since As = � 1

n (z1+...+zn), where � denotes the Dirac
measure, we have dTV(As, As0) = 1 whenever dH(s, s

0
) = 1,

and therefore ERM is not stable in total variation. In order to
handle deterministic algorithms, we introduce another notion
of stability based on optimal transportation [13].

Suppose that W is a complete separable metric space with
metric d; for p � 1, the p-Wasserstein distance between two
probability measures ⇡ and ⇢ on W is defined as

Wp(⇡, ⇢) , inf

W⇠⇡,W 0⇠⇢
(E[dp(W,W 0

)])

1/p
,

where the infimum is over all couplings of ⇡ and ⇢, i.e., random
couples (W,W 0

) taking values in the product space W ⇥W,
such that ⇡ = L(W ) and ⇢ = L(W 0

).

Definition 2. We say that a learning algorithm A is "-stable
in p-Wasserstein distance if

Wp(As, As0)  "

for any two s, s0 2 Zn with dH(s, s
0
)  1.

Remark 2. If p � q � 1, then Wp dominates Wq, i.e.,
Wp(⇡, ⇢) � Wq(⇡, ⇢). Therefore, if A is "-stable in p-
Wasserstein for any p > 1, then it is "-stable in 1-Wasserstein.
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III. INFORMATION STABILITY AND GENERALIZATION

We are now ready to relate the generalization error of
an arbitrary learning algorithm A to its information-theoretic
stability properties. We start with the following simple, but
important result (we omit the proof due to space limitations):

Theorem 1. If the loss function ` takes values in [0, 1], then,
for any pair (µ,A),

| gen(µ,A)|  1

n

nX

i=1

T (W ;Zi|S�i
). (4)

In particular, if A is (", µ)-stable in total variation, then
| gen(µ,A)|  ".

The assumption of bounded loss is fairly restrictive. The
following theorem removes this assumption under a certain
regularity condition on the algorithm:

Theorem 2. Consider a pair (µ,A) with the following property:
there exists a constant � > 0 such that, for any s 2 Zn and
for each i 2 [n], the random variable `(W, zi) with W ⇠
PW |S�i=s�i is �-subgaussian.1 Then

| gen(µ,A)| 

vuut2�2

n

nX

i=1

I(W ;Zi|S�i
). (5)

In particular, if A is (", µ)-stable in mutual information, then
| gen(µ,A)| 

p
2�2".

The following theorem shows that, provided the sample size
n is sufficiently large, the generalization error of a stable
algorithm is small with high probability:

Theorem 3. Suppose the learning algorithm A is (", µ)-stable
in mutual information. If " < ↵2�2/4 and

n � 2

"
⇣

↵
2 � 1

�

p
"
⌘
log

2

�
(6)

for some 0 < ↵,� < 1, then, for any ` : W ⇥ Z ! [0, 1],

P
⇥
|LS(W )� Lµ(W )| � ↵

⇤
 �. (7)

In particular, if ↵ and � are chosen so that " =

↵2�2

16 , then
n � 128

↵3�2 log
2
� guarantees (7).

The proof is based on an adaptation of the “monitor technique”
of Bassily et al. [15]. An interesting open question is to
determine whether the dependence of the sample complexity
in (6) on ↵ and � is optimal.

It is instructive to compare Theorems 1 and 2 with the
following recent result of Russo and Zou [16]: Suppose that W
is a finite hypothesis class, and the data-generating distribution
µ is such that the random variables `(w,Z), w 2 W, are
�-subgaussian. Then, for any learning algorithm A,

| gen(µ,A)| 
r

2�2

n
I(W ;⇤), (8)

1A real-valued random variable U is �-subgaussian if, for any � 2 R,
E[e�(U�EU ]  e�

2�2/2.

where ⇤ , (LS(w))w2W. By contrast, we impose a subgaus-
sianity assumption on the (conditional) distribution of the output
W of A given the training data with one instance held out.
We also do not require W to be finite. Thus, our results are
complementary to those of Russo and Zou.

A. Examples
1) Gibbs algorithms: As we have discussed in Section II,

information-theoretic notions of stability provide nontrivial
guarantees only for randomized learning algorithms. As an
example, we consider the Gibbs algorithm: Fix a reference
probability measure ⇡ on W and an inverse temperature
parameter � > 0, and let

A�
s (dw) =

e��Ls(w)

E⇡[e��Ls(W )
]

⇡(dw). (9)

Using Theorems 1 and 2, we can obtain the following
distribution-free bounds on the generalization error of A� :

Theorem 4. If the function ` takes values in [0, 1], then, for
any data-generating distribution µ, the generalization error of
the Gibbs algorithm A� defined in (9) is bounded as

| gen(µ,A�
)| 

�
1� e�2�/n

�
^ �

4n
^
r

2�

n
(10)

Proof. It is not hard to show that, for any two s, s0 2 Zn with
dH(s, s

0
) = 1, e�2�/n  dA�

s

dA�
s0

 e2�/n. It follows that

D(A�
s kA

�
s0) =

Z

W

dA�
s log

dA�
s

dA�
s0

 2�

n

and

dTV(A
�
s , A

�
s0) =

Z

W

dA�
s

���
dA�

s0

dA�
s

� 1

���  1� e�2�/n.

Alternatively, using Hoeffding’s lemma, it can be shown that
D(A�

s kA
�
s0)  �2

8n2 . Invoking Lemma 2, we see that A� is
(1�e�2�/n

)-stable in total variation and ((2�/n)^(�2/8n2
))-

stable in mutual information.
Therefore, Theorem 1 gives | gen(µ,A�

)|  1 � e�2�/n.
Moreover, since ` takes values in [0, 1], the subgaussian
assumption of Theorem 2 is satisfied with �2

= 1/4 by
Hoeffding’s lemma, and thus | gen(µ,A�

)| 
p

�/n^ (�/4n).
Taking the minimum of the two bounds, we obtain (10).

2) Differentially private learning algorithms: A learning
algorithm A is (", �)-differentially private [11] if, for any
measurable set F ✓ W,

dH(s, s
0
)  1 =) As(F )  e"As0(F ) + �. (11)

Theorem 5. Suppose that the loss function ` takes values in
[0, 1]. If A is (", �)-differentially private for some " � 0 and
� 2 [0, 1], then

| gen(µ,A)|  1� e�"
(1� �) (12)

for any data-generating distribution µ. If ` is arbitrary, but
the hypothesis space W is finite, the pair (µ,A) satisfies the
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conditions of Theorem 2 with subgaussian constant �, and
e"  4(1��)

3 , then

| gen(µ,A)| 

s

2�2
(1� e�"

(1� �)) log
card(W)

1� e�"
(1� �)

.

(13)
Remark 3. The bounds of Theorem 5 are tighter than the
state-of-the-art results of Bassily et al. [15]. In particular,
Lemma 3.1 in [15] gives the bound gen(µ,A)  e" � 1 + �
for any ` taking values in [0, 1], which is inferior to (12),
especially for large values of ". Moreover, to the best of our
knowledge, the inequality (13) provides the first upper bound
on the generalization error of differentially private learning
algorithms for unbounded loss functions.

Proof. We will prove that any (", �)-differentially private
learning algorithm is (1� e�"

(1� �))-stable in total variation.
To that end, let us rewrite the differential privacy condition
(11) as follows: for any s, s0 with dH(s, s

0
)  1,

Ee"(AskAs0)  �, (14)

where the E�-divergence (with � � 1) between two probability
measures µ and ⌫ on a measurable space (⌦,F) is defined as

E�(µk⌫) , max

E2F
(µ(E)� �⌫(E))

(see, e.g., [17] or [18, p. 28]). It satisfies the following inequality
[19, Sec. VII.A]:

E�(µk⌫) � 1� � (1� dTV(µ, ⌫)) . (15)

Using (15) in (14) with � = e", we get

dH(s, s
0
)  1 =) dTV(As, As0)  1� e�"

(1� �),

and therefore A is (1� e�"
(1� �))-stable in total variation by

Lemma 2. Using Theorem 1, we obtain Eq. (12); the inequality
(13) follows from (15), Lemma 1, and Theorem 2.

IV. WASSERSTEIN STABILITY AND GENERALIZATION

Our focus so far has been on information-theoretic notions
of stability. We now turn to Wasserstein stability.

Lemma 3. Suppose that the function w 7! `(w, z) is L-
Lipschitz for any z 2 Z:

|`(w, z)� `(w0, z)|  Ld(w,w0
).

Let A be a learning algorithm which is "-stable in 1-
Wasserstein. Then, for any data-generating distribution µ,

| gen(µ,A)|  L".

The lemma is a straightforward consequence of the Kantorovich
dual representation of W1 [13] and the inequalities relating
the expected generalization error to so-called uniform stability
[4], [6]. Another useful feature of Wasserstein stability follows
from the triangle inequality:

Lemma 4. Let A and A0 be two learning algorithms, such that
A is "-stable in p-Wasserstein and A0 is an "0-approximation of
A, i.e., Wp(As, A

0
s)  "0 for all s 2 Zn. Then A is (2"0 + ")-

stable in p-Wasserstein.

A. Examples
1) Exact and approximate ERM: In some cases, the ERM

algorithm W = argminw2W LS(w) is Wasserstein-stable. For
example, suppose that W is a compact convex subset of Rd

endowed with the Euclidean metric d(w,w0
) = kw�w0k2, and

the loss function ` : W⇥Z ! R is such that, for every z 2 W,
the function w 7! `(w, z) is twice differentiable, L-Lipschitz,
and �-strongly convex, i.e., for all w,w0 2 W

|`(w, z)� `(w0, z)|  Lkw � w0k2 and

`(w0, z) � `(w, z) + hrw`(w, z), w
0 � wi+ �

2

kw � w0k22.

Then a simple adaptation of the argument in the proof of
[6, Thm. 2] shows that the ERM algorithm is 4L

�n -stable in
2-Wasserstein distance.

Exact implementation of ERM is often infeasible (e.g., when
the dataset size n is very large), so one resorts to various
approximate schemes. One such scheme is the widely used
stochastic gradient descent (SGD) algorithm: It starts with a
data-independent initial hypothesis W0 and generates

Wj = PW

�
Wj�1 � ↵jrw`(Wj�1, ZIj )

�
, j = 1, 2, . . .

where PW(u) , argminw2W ku � wk2 is the projection
operator onto W, {↵j}1j=1 is a decreasing sequence of positive
step sizes, and {Ij}1j=1 is a sequence of independent samples
from the uniform distribution on [n]. It can be shown that,
under the above Lipschitz continuity and strong convexity
assumptions, SGD with properly tuned step sizes satisfies

E
⇥
kWk � w⇤

sk22
��S = s

⇤
 cL2

diam(W)

2

�2k
(16)

for an absolute constant c > 0 [20], where w⇤
s is the output

of exact ERM.2 Let Ak be the algorithm that runs SGD for k
time steps and outputs W = Wk, and let AERM be the exact
ERM algorithm. From (16) it follows that

W2(A
k
s , A

ERM
s )  L diam(W)

�

r
c

k
.

Since AERM is 4L
�n -stable in 2-Wasserstein, the SGD algo-

rithm Ak is O
⇣

L
�

⇣
diam(W)p

k
+

1
n

⌘⌘
-stable in 2-Wasserstein by

Lemma 4.
2) Algorithms with random incremental updates: The SGD

algorithm is just one example of learning algorithms with
the following structure: Starting with an initial hypothesis
W0 independent of S, the algorithm runs for k epochs. The
output Wj of epoch j is a (possibly random) function of Wj�1

and a randomly chosen training example ZIj , where Ik =

(I1, . . . , Ik) is a random element of {1, . . . , n}k independent
of W0 and S. After the kth epoch, the output is W = Wk.

To be more precise, fix two probability measures, ⇡0 on W
and q on {1, . . . , n}k, and a collection {M (j)}kj=1 of Markov
kernels from W⇥Z to W. Then, for any s = (z1, . . . , zn) 2 Zn,

As ,
X

ik2[n]k

Pq[I
k
= ik]M(zi1 ,...,zik )

, (17)

2The minimizer w⇤

s of Ls(w) is unique by strong convexity.
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where the probability measures M(zi1 ,...,zik )
are given by

M(zi1 ,...,zik )
(F )

,
Z

⇡0(dw0)

k�1Y

j=1

M (j)
wj�1,zij

(dwj)M
(k)
wk�1,zik

(F )

for each measurable subset F ✓ W. The following is a
consequence of the convexity of Wasserstein distances:

Theorem 6. Consider a learning algorithm A of the form (17).
Then, for any s, s0 2 Zn with dH(s, s

0
) = 1,

Wp(As, As0)  max

i2[n]

kX

m=1

Pq[N(i|Ik) = m]✓m, (18)

where N(i|Ik) is the number of occurrences of i in Ik, and

✓m , sup

�
Wp(Mzk ,Mz̄k) : zk, z̄k 2 Zk, dH(z

k, z̄k) = m
 
.

The quantity on the right-hand side of (18) may be difficult to
compute, but it can be upper-bounded in some special cases.
For example, noticing that ✓m  m✓1 (this follows from the
triangle inequality), we obtain the bound

Wp(As, As0)  ✓1 ·max

i2[n]
Eq

⇥
N(i|Ik)

⇤
. (19)

Then, if the Ij’s are i.i.d. samples from the uniform distribution
on [n], or if k  n and the indices I1, . . . , Ik are randomly
sampled from [n] without replacement, then

Eq[N(i|Ik)] = k

n
, 8i 2 [n]

and therefore the right-hand side of (19) is equal to k✓1
n . Thus,

if the Markov kernels M (j) are such that ✓1 = O(k�c
) for

some 0  c  1, then the resulting algorithm in (17) will be
k1�c

n -stable in Wasserstein distance.
3) Gibbs algorithms with strongly convex losses: Let W be

a compact convex subset of Rd with nonempty interior, and
consider the Gibbs algorithm A� defined in (9).

Theorem 7. Suppose that, for any z 2 Z, the function w 7!
`(w, z) is C2, L-Lipschitz, and �-strongly convex. Suppose also
that the reference measure ⇡0 is log-concave, i.e., ⇡0(dw) /
e�f(w)1{w 2 W}dw for a C2 convex function f . Then, for
each � > 0, the Gibbs algorithm A� is stable in 2-Wasserstein,
with d(w,w0

) = kw � w0k2:

sup

s,s0: dH(s,s0)1
W2(A

�
s , A

�
s0)

 2

r
L diam(W)

�n
^
r

�

�

Ldiam(W)

2n
. (20)

Proof. Following the same strategy as in the proof of Theo-
rem 4, we can write

D(A�
s kA

�
s0) 

2�L diam(W)

n
^ 1

8

✓
�L diam(W)

n

◆2

. (21)

Now, for each s 2 Zn, the probability measure A�
s is given by

A�
s (dw) / e�gs,�(w)1{w 2 W}dw,

where gs,�(w) , f(w) + �Ls(w). From the strong convexity
assumption, r2

wgs,�(w) ⌫ ��Id for all w 2 W. Therefore, by
the Bakry–Émery criterion [21], the following transportation-
information inequality holds for As:

W2(⌫, As) 
r

2

��
D(⌫kA�

s ) (22)

for all probability measures ⌫ on W. With ⌫ = A�
s0 , the stability

estimate (20) follows from (21) and (22).
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