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Abstract—We investigate the problem of online optimization
under adversarial perturbations. In each round of this repeated
game, a player selects an action from a decision set using a ran-
domized strategy, and then Nature reveals a loss function for this
action, for which the player incurs a loss. The game then repeats
for a total of rounds, over which the player seeks to minimize
the total incurred loss, or more specifically, the excess incurred
loss with respect to a fixed comparison class. The added challenge
over traditional online optimization, is that for of the rounds,
after the player selects an action, an adversarial agent perturbs
this action arbitrarily. Through a worst case adversary frame-
work to model the perturbations, we introduce a randomized
algorithm that is provably robust against such adversarial attacks.
In particular, we show that this algorithm is Hannan consistent
with respect to a rich class of randomized strategies under mild
regularity conditions.
Index Terms—Adversarial perturbations, online optimization,

randomized algorithms, repeated games, robustness.

I. INTRODUCTION

W E consider the problem of online optimization [1]–[3]
subject to adversarial perturbations. This online setting

can be viewed as a repeated game between a decision maker (or
player) and Nature. On each round, the player chooses a point
from a decision set, possibly at random. Then, Nature reveals
a loss function from a function class, and the player incurs a
loss. Nature's actions are assumed to be adversarial, such that the
revealed loss function sequence can even depend on the entire
sequence of the player moves in a non-causal manner.
The online convex optimization framework was first intro-

duced in [1], and has been extensively investigated in [2]–[8].
This framework provides a unified approach to many problems
in online learning [9]–[12], mathematical finance [13], [14], and
information theory [15]–[17]. In particular, recent survey papers
by Hazan [18] and Shalev-Shwartz [19] show that this approach
provides an abstraction for several problems including:
• online classification and regression [20],
• online portfolio management [13], [14], [21],
• zero-sum repeated games [22],
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• stochastic optimization [23],
• online density estimation [24].

Moreover, the seminal book by Cesa-Bianchi and Lugosi [12]
comprehensively studies the underlying connections between
online learning, prediction, and repeated games. In particular,
they demonstrate that results from these fields can be studied
under the framework of prediction with expert advice. We em-
phasize that our repeated game framework fits into both frame-
works, namely, online convex optimization and prediction with
expert advice. Hence, in this sense, our results can be readily
applied to problems from a number of different fields.
A natural question that arises in the frameworks of online

optimization and prediction with expert advice is how various
results regarding performance guarantees change if strategies
are subject to adversarial actions of external agents. That is, are
these strategies robust against adversarial environments? In this
work, we introduce a novel extension of the online optimization
problem where any online player's strategy is subject to pertur-
bations. Here, as in the spirit of the repeated game we describe
above, we study a generic model and produce results that hold
in a worst-case setting, rather than assuming that such perturba-
tions follow a stochastic model and designing players for that
model.
We view perturbations in a player's strategy as acts of an ad-

versary, who perturbs the player's strategy so as to prevent it
from achieving its goal, e.g., minimizing its cost function. We
use the game-theoretic notion of regret to assess player's per-
formance. Regret measures the difference between the cumula-
tive performance of an online player and that of the best strategy
from a class of strategies, which can only be chosen in hindsight.
In particular, since we investigate a randomized algorithm, we
are interested in its expected regret. Since perturbation-gener-
ating mechanism of an adversary is completely unknown to the
decision maker, we introduce a framework that models pertur-
bations from a worst-case perspective. More generally, we con-
sider a worst-case oblivious adversary and a worst-case obliv-
ious Nature. Indeed, Cesa-Bianchi and Lugosi [12] establish
that regret bounds that hold under any oblivious (nonadaptive)
opponent hold also under an adaptive opponent who bases its
actions on random decisions of a player. Hence, our results
also hold against any strategies of a nonoblivious Nature and
a nonoblivious adversary.
We note that this extended setting can also be seen as a re-

peated game, where the decision maker plays against two adver-
sarial opponents, namely, Nature and the strategy-perturbing ad-
versary. Evidently, performing well under this new framework
is more challenging than performing under the standard setup,
where the player is against only Nature. We emphasize that any
perturbation in a player's strategy is especially harmful in on-
line algorithms since uncompensated perturbations will accu-
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mulate across successive iterations, which will severely degrade
the performance.
In this paper, we propose a new randomized algorithm, which

we call the Robust Weighted Average Algorithm. We note that
a deterministic version of this strategy is computationally in-
feasible, which involves integrating over continuous decision
sets in a high-dimensional Euclidean space [25]. We concen-
trate on how the worst-case expected regret of this algorithm
depends on the number of rounds under our worst-case pertur-
bation framework. Hence, this model allows us to measure how
robust our strategies are against worst-case scenarios. Specif-
ically, we prove a sublinear worst-case expected regret bound
that holds even under the worst-case adversarial perturbations
and the worst-case Nature, when certain regularity conditions
are satisfied.

A. Related Work

The work of Narayanan and Rakhlin [25] is related to ours
as it investigates a random walk based implementation of the
randomized strategy that we study in this paper. They consider
a class of convex and bounded loss functions and a convex de-
cision space, and later in [26], they extend their results to uni-
formly Lipschitz loss functions. However, both of their works
[25], [26] focus on the problem of sampling from high-dimen-
sional distributions and computational efficiency rather than ro-
bustness of the strategy to external agents. Our work extends
and improves on [25] in the sense that we prove a worst-case
regret bound under adversarial perturbations and show that this
bound exactly matches the upper bound presented in [25], when
there are no perturbations. Moreover, we prove that the algo-
rithm analyzed in [25] performs poorly under our adversarial
perturbations framework. We introduce a novel improved ver-
sion of the algorithm that performs provably well even under
worst-case scenarios.
In other related work, Weissmann [27] considers causal (se-

quential) filtering of a noisy sequence, where the underlying se-
quence is designed by a “well-informed antagonist” meaning
that it may depend on past noise-free and noisy samples. He
demonstrates that any deterministic filter is guaranteed to fail
under some well-informed antagonist, and that there exists a
randomized filter that can compete with any given finite class
of filters, under every well-informed antagonist. Our work dif-
fers from his in several aspects. First, we consider a more gen-
eral repeated game framework, where Nature can adversarially
choose its actions ahead of time based on the entire sequence
of moves by a player. Hence, the scheme of [27] can be framed
as a special case of our framework. Second, in our framework,
any player's strategy itself is also subject to actions of another
adversary, which perturbs decisions of the player in a worst pos-
sible manner.
More recently, Arora et al. [28] and Cesa-Bianchi et al.

[29] consider adaptive and nonadaptive adversaries under a
prediction with expert advice setting. They analyze strategies
under different scenarios and specialize their results to the
multi-armed bandit setting. Our results are significantly dif-
ferent from theirs in the following sense. We put emphasis on
adversarial perturbations of strategies, while the adversaries
they focus on are merely different versions of the Nature in

our setting. Hence, our extension to adversarial perturbations
is completely novel.

B. Organization of the Paper

The paper is organized as follows. In Section II, we present
the online optimization framework. We provide the basic
strategy of any randomized player and provide several perfor-
mance-related quantities. We present the randomized Weighted
Average Algorithm and demonstrate its worst-case expected re-
gret performance. In Section III, we first present our worst-case
adversarial perturbation framework, where we specify a char-
acterization of any adversary considered in this paper. We next
propose the randomized Robust Weighted Average Algorithm
that combats adversarial perturbations by employing a local
averaging scheme in Section III-B. Section IV provides the
main results of this paper, where we present the worst-case
expected regret performance analysis of the Robust Weighted
Average Algorithm. We also provide some asymptotic results
in Section IV-B establishing Hannan consistency of this algo-
rithm under certain mild regularity conditions. In Section V,
we present numerical experiments to illustrate our theoretical
results. We conclude the paper with certain remarks.

II. PROBLEM SETUP AND PRELIMINARIES

In this section we present our problem setup and some pre-
liminary results. We first describe the online optimization set-
ting as a repeated game between an online player and Nature.
We next present a widely used player strategy, the randomized
Weighted Average Algorithm [25], [26]. Finally, we provide an
upper bound on its worst-case expected regret under our opti-
mization framework.
We first present the online optimization problem. Let
be a compact decision set with the diameter1

(1)

and let be a class of uniformly Lipschitz loss
functions, that is, for any we have

for all , where is a constant. An online player
produces a sequence of decisions , where
is the time horizon, in a sequential manner as follows. On

each round , the player chooses a CDF supported on and
produces its decision as . Then, Nature reveals a loss
function and the player incurs the loss . Here,
we define the strategy of a player as a sequence of functions

, where

and is the set of all probability distributions on .
We next describe the randomized Weighted Average (WA)

Algorithm [25], which is characterized by its distribution se-
quence . The algorithm picks its initial

1 is the Euclidean norm.
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distribution such that . Then, for each distri-
bution , the corresponding density is given by

, and the corresponding decision of the player is
given by . After initialization, the density is de-
termined in the following sequential manner:

(2)

for all , where is the learning rate and

is the normalization term. After rounds, for any , the
cumulative loss of the online player is defined as

Note that from (2), the density can also be written as

where is a constant sequence with the value , for any
. Intuitively, the randomized WA Algorithm chooses its

distribution such that it puts more measure to the points in
that incurs less cumulative loss up to the round by using a
certain exponential mapping. We remark that this distribution
is known as the Boltzmann-Gibbs distribution in statistical me-
chanics, where it is used as a probability distribution of particles
in a system over different states [30].
To introduce the regret [12], we first define a comparison

class as a set of probability distributions with the sample space
. We characterize a “stationary -strategy” as a strategy pro-

ducing decisions as i.i.d. draws from a distribution on
all rounds. That is, for all . We define
the cumulative loss of a stationary -strategy as

Informally, the player's goal is to do almost as well as the best
stationary randomized strategy in the comparison class as if
it could observe the loss function sequence ahead of
time. Note that the best fixed randomized strategy can only be
chosen in hindsight as well. Formally, given a sequence of loss
functions , we define the regret [3], [12] with respect to a
stationary -strategy, , as

Since the decisions are randomized, we are particularly inter-
ested in the expected regret. We assume that Nature is oblivious,
that is, the sequence is chosen by Nature ahead of time. How-
ever, we will investigate the performance of the player under
any loss function sequence so that our bound will hold even in

the worst-case scenario. In particular, the player's goal is to guar-
antee that the worst-case expected regret

is sublinear in .2 More generally, when the time horizon is
allowed to be unbounded, the player's goal is to achieveHannan
consistency, which is formally defined as follows:
Definition 1: Any player strategy that satisfies

is said to be Hannan-consistent with respect to the compar-
ison class ; see Hannan's paper [32] and the book [12] for a
detailed discussion.
We consider a particular comparison class of distributions on
to investigate the worst-case expected regret of theWAAlgo-

rithm. We fix a parameter , and let denote the set of
all probability distributions on , such that
(a “ball” of radius around using the Kullback-Leibler

divergence), that is,

In Theorem 1, we present a worst-case regret upper bound for
the randomized WA Algorithm and show that this algorithm is
Hannan consistent with respect to the comparison class ,
when the learning rate is chosen properly.
Theorem 1: The worst-case expected regret of the WA Algo-

rithm satisfies

for a learning rate and . In particular, if the learning
rate satisfies , then it follows that

Proof: We provide the proof in Appendix A.
In this section, we provided the online regret minimization

framework of this paper, and presented the randomized WA
Algorithm. After demonstrating certain preliminary results, we
showed that the worst-case expected regret of the randomized
WA Algorithm against all stationary -strategies, , is
sublinear in , when the learning rate of the algorithm is chosen
properly. In the next section, we will first introduce the worst-
case perturbation framework. We will next show that the per-
formance of the randomized WA Algorithm can be arbitrarily
poor in the presence of our adversarial perturbation model. We
will propose a novel extension of this algorithm and demon-
strate that it is robust to perturbations in its strategy under certain
regularity conditions. That is, we will prove that the worst-case
expected regret of the proposed algorithm is sublinear in even
under worst-case adversarial perturbations, when certain condi-
tions are satisfied.

2A function is sublinear in if for any , there exists
such that for any . See [31] for a thorough discussion.
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III. ONLINE OPTIMIZATION UNDER ADVERSARIAL
PERTURBATIONS

In this section, we first present our worst-case distribution
perturbation framework to model the perturbations in a random-
ized player's strategy. We next introduce a new randomized de-
cision strategy, the robust Weighted Average (WA) Algorithm,
which is robust to perturbations in a certain sense, as detailed
in Section IV. This algorithm employs a local averaging tech-
nique to alleviate perturbations's effect on the player's regret,
rather than explicitly trying to detect and fix the perturbations.
In particular, we will show that this algorithm performs prov-
ably well even under the worst-case scenario.

A. Worst-Case Adversarial Perturbation Framework

Here, we propose a framework to model adversarial perturba-
tions, where we view perturbations in the randomized player's
strategy as actions of an adversary. We assume that the goal of
the adversary is to maximize the expected regret. In this ad-
versarial model, the goal is to better capture the nature of re-
alistic adversarial environments and produce results that hold
even under worst-case scenarios.
We first describe of our worst-case distribution perturbation

model. An adversary with perturbations is characterized
by the following two sequences:
• a distribution sequence

(3)

defined over the set , i.e., for , with
the corresponding densities ,

• a sequence of time instants

(4)

where , , is the set of monotoni-
cally increasing sequences (of length ) of the form

i.e., no elements of any sequence in are allowed to be
consecutive.

We will denote any adversary as , which operates
as follows. At each time instant , the adversary perturbs the
player's distribution to a new distribution (or, equiva-
lently, to ) for . We observe that perturbing
the distribution is equivalent to resetting the algorithm to a
new initial distribution. The adversary repeats the same process
for all . We call the resulting algorithm the random-
ized PerturbedWA (PWA) Algorithm.
Remark 1: We make two observations regarding the extreme

cases. At one extreme, the number of perturbations is .
In this case, the adversary does not perturb the algorithm, and
the repeated game proceeds as usual. This yields the original
randomized WA Algorithm. At the other extreme, the number
of perturbations is . That is, the adversary perturbs the
player's decisions on all rounds. It follows that the player's
strategy has nothing to do with the final decisions, so the

adversary may potentially disturb the player's entire strategy
and maximize its expected regret. In this sense, our adversarial
perturbations framework models a wide range of adversarial
behavior.
We next define the relevant performance measures and the

worst-case adversary. First, we partition the time instants
into disjoint sets as follows:

(5)

where we let and . Hence, we have
. Second, we define the total loss of the randomized

PWA Algorithm over the partition as

where is the decision of the randomized PWA Algorithm
at time . Then, the cumulative loss of the randomized PWA
Algorithm after rounds can be defined as

Finally, using the definition of the worst-case expected regret,
we can define the worst-case expected regret of the randomized
PWA Algorithm when subject to perturbations of an adversary

as

We define the worst-case adversary as
an adversary with:
• the distribution sequence , which we call theworst-case
perturbation distributions, satisfies

(6)

given any sequence of time instants ,
• the sequence of perturbation time instants we call the
worst-case time instants, satisfies

(7)

Hence, the worst-case adversary's goal is to perturb the distri-
bution of the algorithm such that its worst-case expected regret
is maximized. More compactly, we denote the worst-case ex-
pected regret of the algorithm when subject to perturbations of
the worst-case adversary as
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To illustrate the capabilities of adversaries of this framework,
we consider a particular adversary with the fol-
lowing distribution sequence:

where is given by

and is the Dirac delta distribution3 concentrated at . Note
that at the beginning of each time interval , the algorithm's
distribution is perturbed to the distribution that puts all the
measure on the single point , for all . However,
since the update rule (2) for the density is multiplicative, the
randomized PWA Algorithm gets stuck at the distribution
until the next perturbation time. It follows that for
all , i.e.,

with probability one. Hence, we have

(9)

Then, the expected cumulative loss of the randomized PWA Al-
gorithm satisfies

for any loss sequence , when subject to perturbations of
the adversary . Therefore, the worst-case expected
regret of the algorithm satisfies

We conclude that the worst-case expected regret performance of
the randomized PWA Algorithm can be arbitrarily poor in the
presence of perturbations according to our model.
In this section, we first presented our worst-case distribution

perturbation framework to model any adversary's actions from a
worst-case perspective. We next showed a lower bound on how
poor the performance of the randomized WA Algorithm can be

3For any point , the Dirac delta distribution concentrated at is
defined as

if
if ,

(8)

for any Borel set .

under this framework. In the next section, we will propose an
algorithm we call the randomized Robust WA Algorithm. This
algorithm is an improved version of the randomized WA Algo-
rithm so as to mitigate the effects of adversarial perturbations.
Remark 2: One potential application of the worst-case ad-

versarial perturbation approach of this paper is in the design of
signal processing systems based on nanoscale beyond-CMOS
circuit fabrics. As CMOS technology scales beyond , the
operation of standard CMOS transistors begins to suffer from
static defects as well as dynamic operational non-determinism
[33]. Therefore, deeply scaled CMOS-based systems need to be
capable of operating in the presence of hardware errors [34].
Moreover, we emphasize that the computational errors caused
by hardware defects may be catastrophic in online systems since
the computation is performed recursively, so that the errors that
are not corrected or compensated will propagate across suc-
cessive iterations, leading to poor performance. This suggests
that the adversarial perturbation model introduced in this paper
may be useful in modeling these computational errors, where
the non-ideal computational fabric and the errors caused by it
can be perceived as the adversary and the its actions, respec-
tively. Hence, the designer can guarantee satisfactory perfor-
mance even under the worst-case computational errors by uti-
lizing the robust algorithm design approach proposed in this
paper.

B. Randomized Robust Weighted Average Algorithm
In this section, we propose the randomized Robust Weighted

Average (RWA) Algorithm, an extended version of the random-
ized WA Algorithm to perform well under adversarial pertur-
bations. To this end, this algorithm employs a local averaging
scheme after it updates its distribution on each round to alle-
viate the effects of perturbations.
An explicit description of the randomized RWA Algorithm is

as follows. The algorithm maintains two different distributions:
• the intermediate distribution (with density ),
• the actual distribution (with density ),
The algorithm chooses its initial intermediate distribution

such that , and sets .
On each round , the algorithm produces its decision as

(10)

Then, Nature reveals its loss function , and the player
incurs the loss . In response, the algorithm performs the
update

(11)

for all , where

for all . After this update, the intermediate distribu-
tion is subject to perturbations of an adversary ,
as explained in Section III-A. After this stage, the algorithm em-
ploys a local averaging scheme with time-varying averaging pa-
rameter . This scheme is assumed to be error-free.
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Algorithm 1 Online Randomized RWA Algorithm

Input: A learning rate ,
A sequence with ,
.

Initialization: Pick with .
for do

The player draws , where is its
density.
Nature reveals a loss function .
The player incurs the loss and updates :

.
if for some then

The distribution is perturbed by an adversary:
, .

end if
The algorithm computes the actual distribution:

.
end for

At each time , this algorithm computes the weighted average of
the two most recent values of the intermediate distribution
to evaluate the distribution :

(12)

We observe that (12) guarantees that since
and for all . We present

a brief description of this algorithm in Algorithm 1. We also
provide a block diagram description of the randomized RWA
Algorithm in Fig. 1
We note that the averaging scheme in (12) incorporates the

new information, i.e., , gained after Nature reveals the loss
function into the history, which is summarized in , in
order to protect the algorithm against perturbations. When the
distribution is perturbed, we observe that the distribution

is not perturbed, since the perturbation time instants are not
allowed to be consecutive. Hence, the actual distribution
contains some information regarding the loss function sequence
revealed in the previous rounds. When, on the other hand, that
the distribution is perturbed, is not perturbed, so that

loses the past information while keeping the information
gained on the round , which is passed to the next rounds to
improve performance.
We note that the choice of the averaging parameter is im-

portant for the performance of the randomized RWAAlgorithm.
We let be a strictly decreasing se-
quence such that for all .
At each time , we define , where

. Here the parameters and control
the rate of decrease of the sequence .

Fig. 1. The randomized RWA algorithm subject to adversarial perturbations.

When subject to perturbations of the adversary ,
the cumulative expected loss of the randomized RWA Algo-
rithm after rounds is defined as

Moreover, we define the worst-case expected regret of the ran-
domized RWA Algorithm as

For notational convenience, we denote the worst-case expected
regret of the randomized RWA Algorithm as

when subject to perturbations by the worst-case adversary .
We note that, at each perturbation time instant , the inter-

mediate distribution (and the density ) is set to the dis-
tribution (and to the density ), for any . We
perceive this as the algorithm “losing” the information of the in-
termediate density for all . We can express
the “lost” density at each perturbation time as

(13)

for each .
In this section, we introduced the worst-case perturbation

framework to model perturbations in the player's strategy as
actions of an adversarial agent. We presented the randomized
RWA Algorithm subject to adversarial perturbations. This
algorithm employs a local averaging scheme to mitigate adver-
sarial effects of perturbations. We will next provide an upper
bound on the worst-case cumulative expected regret of this
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algorithm under the worst-case scenario. In particular, we will
show that the worst-case expected regret of the randomized
RWA Algorithm is sublinear in even under the worst-case
adversary, when some mild conditions are satisfied.

IV. WORST-CASE EXPECTED REGRET ANALYSIS

In this section, we investigate the worst-case regret per-
formance of the randomized RWA Algorithm introduced in
Section III-B in the presence of worst-case adversarial pertur-
bations. We present an upper bound on the worst-case expected
regret of the randomized RWA Algorithm. We prove results
that hold under any adversary of the form , so that
they also hold under the {worst-case adversary} . We first
provide the following lemma:
Lemma 1: Given any learning rate , the expected loss

of the randomized RWA Algorithm at any time satisfies

Proof: The proof is given in Appendix C.
We next state and prove the main theorem of this paper. This

theorem provides an upper bound on the worst-case expected
regret of the randomized RWA Algorithm, when subject to the
perturbations of the worst-case adversary. Later, we will use this
theorem to prove that under certain conditions, the randomized
RWA Algorithm is Hannan-consistent.
Theorem 2: Suppose that the randomized RWA Algorithm

is subject to the perturbations of the worst-case adversary
, characterized by (6) and (7). Then, for any

learning rate , the worst-case expected regret of this
algorithm satisfies

(14)
where

(15)

Remark 3: We observe that the upper bound in (14) on
the worst-case expected regret of the randomized RWA Al-
gorithm when subject to perturbations of the worst-case
adversary is composed of two parts. The first part,

, is the upper bound in Theorem 1 on
the worst-case expected regret of the randomized WA Algo-
rithm that is not subject to any perturbations. In this sense,
the second part of the upper bound in (14), , can
be seen an upper bound on the “extra” regret resulting from
the perturbations by the worst-case adversary, which is an
extensions of the randomized WA Algorithm where the only
modification is the local averaging scheme in (12). Moreover,
since is just a scaled version of with
the number of perturbations, we can perceive as
an upper bound on the “cost” of any single perturbation to the
algorithm in terms of the worst-case expected regret.

Proof: Given a sequence of loss functions and a
distribution , let for . To prove

(14), we first derive an upper bound on for each .
We then sum these bounds to get an upper bound on the cumula-
tive expected loss of the randomized RWAAlgorithm. Our anal-
ysis is based on three distinct cases. We consider for
1) and for any ,
2) for some ,
3) for some .
We first note that for each , we can write

(16)

where in (16) we added and subtracted . Hence, by
Lemma 1, we get

(17)

• Case 1: and for any :
In this case, we note that

so that (17) is equivalent to

(18)

Due to the local averaging in (12), we have

(19)

since and . Hence, by using (18)
and (19), we can upper-bound as

where we used . We take expectations of
both sides and get

(20)
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• Case 2: for some :
In this case, the intermediate distribution's density is
perturbed to . Therefore, we get

(21)

As in the first case, we can write

(22)

Hence, by using (17), (21) and (22), the expected loss
is upper bounded as

By taking expectation of both sides, we obtain

(23)

• Case 3: for some :
In this case, the intermediate distribution density is per-
turbed to . From the local averaging, we can write

since and . This yields

(24)

Therefore, by using (17) and (24), we get

We take expectation of both sides to get

(25)

Hence, we have an upper bound on the expected loss of the
randomized RWA Algorithm for each time . We
next sum these upper bounds over each set to get upper
bounds on for each , which will be
used to find a final upper bound on the cumulative expected loss.
There are three cases depending on .
1) Upper bound on :

If we use (20) and (23), then we get

(26)

2) Upper bound on for :
In this case, we use (20), (23) and (25), and finally get

(27)

3) Upper bound on :
We use (20) and (25), and obtain

(28)

We use (26), (27), and (28) to upper-bound the expected cu-
mulative loss as

(29)

where in (29), we used the fact that is strictly decreasing.
Moreover, since we have , we get

(30)
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Using (29) and (30) yields

(31)

We next provide an upper bound on
for each as follows. We note that we can write

(32)

We will bound each term in the right hand side of (32) sepa-
rately. We first write from (13) that

(33)

where (33) follows from Lipschitz continuity of the loss func-
tion and compactness of the set . Hence, by taking expec-
tation of both sides, we get

(34)

We note that from the local averaging, we have

(35)

Here, we note that

(36)

where in (36), we used

which follows directly from (35). Hence, we can write

(37)

Therefore, by combining (34) and (37), we obtain

(38)

for each . Finally, by combining (31) and (38), we
get the following upper bound:

(39)

where is given in (15). We observe that the second
term in (39) can be written as

since . Moreover, we note that (39) is true for all
, and for any adversary , it is also true for

the worst-case adversary , yielding

We proved an upper bound on the worst-case expected re-
gret of the randomized RWA Algorithm when subject to per-
turbations of an adversarial agent. We observed that this upper
bound is intuitively related to the upper bound we presented in
Theorem 1 on the worst-case expected regret of the randomized
WA Algorithm. This observation has two implications. First,
when the adversary does not perturb the player's decisions, that
is, when , then this result gives the same worst-case ex-
pected regret guarantee that we had for the randomized WA Al-
gorithm. Second, when the adversary does perturb the player's
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distribution, i.e., when , then we can introduce an intu-
itive notion of “cost” of every single perturbation, and interpret
the second part in the upper bound in (14) as an upper bound
on the total cost of perturbations. In the next section, we will
demonstrate some asymptotic results on the worst-case regret of
the randomized RWA Algorithm when and are allowed to
be unbounded. Specifically, we will show that this algorithm is
Hannan consistent under certain regularity conditions.

A. Asymptotic Behavior of the Worst-Case Expected Regret
We present results on the asymptotic performance of the ran-

domized RWA Algorithm when subject to the perturbations of
the worst-case adversary. In previous sections, we considered fi-
nite and . To study the asymptotic behavior of the worst-case
regret of the randomized RWA Algorithm, we allow and to
be unbounded. We first prove the following result, which is a
corollary to the Theorem 2.
Corollary 1: Suppose that the randomized RWA Algorithm

is subject to the perturbations of the worst-case adversary
characterized by (6) and (7). If the learning rate

is set to

then the worst-case expected regret of the randomized RWAAl-
gorithm satisfies

(40)

whenever , where

(41)

(42)

In particular, if , then it follows that

More generally, when the learning rate satisfies ,
and , we have

Proof: The proof is presented in Appendix D.
We note that in Corollary 1, the algorithm's learning rate must

be a function of the time horizon to achieve Hannan consis-
tency. Here, we use a technique called the doubling trick to get
rid of this dependence as follows [19]. We first divide time into
periods of length for ,
where . Hence, we have .
Then, in each time period , the algorithm uses the learning
rate

(43)

for . We present a description of this algorithm in
Algorithm 2. Corollary 2 proves that the worst-case expected

Algorithm 2 Online Randomized RWA Algorithm

Input: A sequence of learning rates , given in (43),
A sequence with

.
Initialization: Pick with ,

.
for do

if then
Set , and .
Reset .

end if
The player draws (with density ).
Nature reveals a loss function .
The player incurs the loss and updates :

.
if for some then

The distribution is perturbed by an adversary:
, .

end if
The algorithm computes the actual distribution

.
end for

regret of Algorithm 2 is sublinear in when subject to the
worst-case adversary's perturbations, under certain conditions.
Corollary 2: Suppose that Algorithm 2 is subject to pertur-

bations by the worst-case adversary . Then, its worst-case
expected regret satisfies

where , and are given in (41) and (42),
respectively, whenever , and the learning rate
sequence is given by

Moreover, if , then it follows that

(44)

Proof: To prove this result, we first upper-bound the worst-
case expected regret of Algorithm 2 in each time period for
each . We next combine these upper bounds to
derive a final upper bound on the worst-case expected regret of
the algorithm.
Suppose that the algorithm is subject to perturbations of an

adversary for some . Let be the number
of perturbation time instants in the time interval for each

, that is,
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Hence, we can represent actions of the adversary
in each time interval as for each

.
Since the algorithm resets the intermediate density to the

initial density at the beginning of each time interval , the
worst-case expected regret of this algorithm in can be upper
bounded by the worst-case expected regret of the same algo-
rithm that is run for a time horizon of using the learning
rate , where it is subject to adversarial perturbations. We
define, by abuse of notation, the worst-case expected regret of
the algorithm in the time period as

for each . Then, by Corollary 1, we upper-bound
it as

for all . Hence, we can upper-bound the worst-
case expected regret of Algorithm 2 as

We observe that this is true for all adversaries of the form
. In particular, it is satisfied under the worst-case

adversary, so that

Moreover, when , we get

This concludes the proof.
Remark 4: We observe from Corollary 2 that, when the time

horizon is unknown to the randomized RWA Algorithm in
advance, we can still guarantee a sublinear worst-case expected
regret bound by using the doubling trick. Moreover, this bound
is of the same order as before, up to constant.

Fig. 2. The randomized RWA algorithm (algorithm 1) and the randomized WA
Algorithm when subject to adversarial perturbations with .

In this section, we investigated asymptotic performance of
the randomized RWA Algorithm when subject to perturbations
of the worst-case adversary . We showed that under certain
conditions, the worst-case regret of this algorithm is sublinear
in the time horizon . We next proposed another version of this
algorithm, where we removed the dependence of the algorithm
to the time horizon by using the so-called doubling trick. We
demonstrated that this version of the randomized RWA Algo-
rithm enjoys an upper bound that is of the same order as before.
In particular, we showed that it is also Hannan consistent under
similar regularity conditions.

V. EXPERIMENTAL RESULTS

In this section, we illustrate our theoretical results and perfor-
mance of the proposed algorithms on synthetic data. For these
experiments, we use the decision set , and Nature
reveals affine loss functions, that is, for each and

, , for some .
We first present and compare the worst-case expected regret

performance of the randomizedWAAlgorithm and the random-
ized RWA Algorithm, when both are subject to perturbations of
the worst-case adversary with . We use the Indepen-
dent Metropolis-Hastings Algorithm [35] to generate decisions
of the online player in each case, where we run both algorithms
for rounds, and take averages over realizations to ob-
tain the expectations. In particular, we plot the time-averaged
worst-case expected regrets of both algorithms in Fig. 2. We
observe that the performance of theWAAlgorithm is poor com-
pared to that of the RWAAlgorithm.We next plot the worst-case
expected regret curves of the RWAAlgorithm (Algorithm 1 and
2) when the time horizon is known and unknown, respec-
tively, under different regimes of ad-
versarial perturbations in Fig. 3. We note that the randomized
RWA Algorithm performs satisfactorily in all cases, illustrating
the sufficient condition for Hannan-consistency given in both
Corollary 1 and Corollary 2, i.e., . Hence, for these
experiments, we observe a close agreement between our theo-
retical results and simulations.
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Fig. 3. The worst-case expected regret performance of Algorithm 1 and Algo-
rithm 2 under different regimes of adversarial perturbations.

VI. CONCLUSION

We have introduced and investigated an adversarial worst-
case perturbation framework for online optimization, where an
online player's strategy is subject to perturbations by an adver-
sary. We cast this problem as a new repeated game, where a
randomized player is pitted against two opponents, namely, Na-
ture and a strategy-perturbing adversary. We introduced a ro-
bust randomized algorithm and presented an upper bound on its
worst-case expected regret under our worst-case model. In par-
ticular, we proved that this algorithm is Hannan consistent even
under adversarial perturbations, when certain regularity condi-
tions are satisfied. We presented some numerical experiments to
illustrate our theoretical results.

APPENDIX A
PROOF OF THEOREM 1

We first note that by Lemma B.1 given in Appendix B, for any
distribution and a loss function sequence ,

the regret of the randomized WA Algorithm satisfies

(A.1)

By definition of and non-negativity of the KL divergence,

for any . Therefore, we get

Moreover, if the learning rate satisfies , then
it follows that

This yields the desired result

APPENDIX B

Lemma B.1: Given any learning rate , the expected
regret of the WA Algorithm satisfies4

Proof: To prove the desired result, we first write

(B.1)

which can be rewritten as

Here, we note that by the Lipschitz continuity of the loss func-
tion and by the boundedness of the set , we have

4For any , is the Kullback-Leibler divergence.
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which implies that is a zero-mean random
variable supported on an interval of length . Then,
by Hoeffding's lemma [12], we obtain

When combined with (B.1), this result implies that

(B.2)

Following similar steps as in (B.1), we next write

(B.3)
Hence, by summing (B.2) and (B.3) over , we get

APPENDIX C
PROOF OF LEMMA 1

At any time , we have

Using the similar lines as in the proof of Lemma B.1, we get

Hence, we conclude that

APPENDIX D
PROOF OF COROLLARY 1

To prove (40), we first note that holds
for any . Then, we can write

(D.1)

where (D.1) holds since and
, yielding

Hence we get

Therefore, by Theorem 2, we get

If we set , then we get

Moreover, if , then it follows that

(D.2)

In general, when the learning rate satisfies and
, the result (D.2) holds.
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